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Block Ciphers

• Block ciphers have been the main building block for symmetric cryptography

• They operate on data of fixed and pre-determined length

• They are used in a mode of operation for encrypting data of variable-length

• Galois/Counter Mode (GCM), OFB, or CBC

• Newer processors have cryptography extensions including AES instructions

• Therefore, it is favorable to use AES e.g. in GCM mode

• The security of these modes depends on the proper use of a nonce/IV
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Block Ciphers – Cont’d

• In some applications we want to have security

- absence of a nonce, or

- in case of a nonce-uniqueness violation

• E.g. in disk encryption on entry-level processors:

- nonce reuse is inevitable as there is nowhere to store a varying nonce

- performance is critical (user experience, battery life)

- the ciphertext can be no larger than the plaintext (sector size)

- no cryptography extensions, including AES instructions, are available

- standard constructions, like AES-GCM, are not an option

• The best that can be done is a Wide Block Cipher (WBC)
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Wide Block Ciphers

• Encrypt arbitrarily large strings such that:

each bit of the ciphertext depends on each bit of the plaintext and vice versa

• Tweakable WBCs have one more input: Tweak

- with the same key but a different tweak we have a different permutation

• They are indistinguishable from a family of independent random permutations

• When the adversary:

- has access to both encryption and decryption functions, and

- can choose tweak and plaintext/ciphertext freely
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Wide Block Ciphers – Cont’d

• They can be built using (unbalanced) Feistel network

• Many proposals require (per 128 bits of input) [CS08; MM07; Nan08]

- either one or two AES invocations and

- two GF(2128) multiplications

• On ARM architectures older than ARMv8 there are no cryptographic extensions

- e.g. ARMv7

• Adiantum [CB18] is the first Tweakable WBC that

- has an acceptable performance on these processors

- it was developed for encryption on Android devices with entry-level processors

5 / 20



Adiantum

• The HBSH mode is an unbalanced Feistel with:

- an arbitrary and a fixed length branches

• Adiantum uses a combination of

- NHT
[Kro00], Poly-1305 [Ber05] for universal hashing,

- XChaCha12 [Ber+08; NL18] for the stream cipher, and

- AES-256 [DR99] for the single block cipher application

• Using a block cipher is undesirable

- no cryptographic instructions are available

- decryption requires calculating the inverse of the

block cipher.
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Figure 1: HBSH

procedure HBSHEncrypt(T, P )
PL∥PR ← P
PM ← PR ⊞ HKH

(T, PL)
CM ← EKE

(PM )
CL ← PL ⊕ SKS

(CM )[0; |PL|]
CR ← CM ⊟ HKH

(T, CL)
C ← CL∥CR

return C
end procedure
procedure HBSHDecrypt(T, C)

CL∥CR ← C
CM ← CR ⊞ HKH

(T, CL)
PL ← CL ⊕ SKS

(CM )[0; |CL|]
PM ← E−1

KE
(CM )

PR ← PM ⊟ HKH
(T, PL)

P ← PL∥PR

return P
end procedure

Figure 2: Pseudocode for HBSH; PR, PM ,
CM , CR are n bits long

2 Specification
Notation: Partial application is implicit; if we define f : A × B → C and a ∈ A then
fa : B → C, and if f−1

a exists then f−1
a (fa(b)) = b.

• |X|: length of X ∈ {0, 1}∗ in bits

• λ: the empty string |λ| = 0

• ∥: bitstring concatenation

• Y [a; l]: the subsequence of Y of length l starting at the 0-based index a.

• padl(X) = X∥0v where v is the least integer ≥ 0 such that l divides |X|+ v

• int : {0, 1}∗ → Z: the standard little-endian map such that int(λ) = 0, int(0∥X) =
2 int(X), int(1∥X) = 1 + 2 int(X)

• binl(y) = X: the unique l-bit sequence such that int(X) ≡ y (mod 2l)

• n, lS : parameters which depend on the primitives from which HBSH is built; for
Adiantum and HPolyC, n = 128 and lS = 273

• T : the space of tweaks, which depends on the hash function used

• M =
∪lS+n

i=n {0, 1}i: the space of plaintexts and ciphertexts

• L =
∪lS

i=0{0, 1}i, R = {0, 1}n: messages are processed in two parts, L ×R

• H : KH × T × L → R: two-argument hash function with keyspace KH

• ⊞,⊟ : R×R → R: group operations

• E : KE ×R → R: n-bit block cipher with key space KE
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our Design based on Double-Decker mode

• Double-decker is an unbalanced Feistel network

- but without a block cipher

- it uses deck (doubly extendable cryptographic keyed) function [Dae+18]

- it is based on the Farfalle-WBC construction [Ber+16]

• The double-decker mode has

- two branches with a size of at least 256 bits for 128

bits of security, UL,VR

- two arbitrary length branches, UR ,VL

• It consists of

- two Feistel rounds with the deck function and

- two Feistel rounds of a keyed hash function

• Our Tweakable WBC is called Mystrium
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and VR with the outside branches length n, so |UL| = |VR| = n. This implies that
the input strings should at least have 2n bits. The operation of this construction
is demonstrated in Fig. 8. For Mystrium, we set VL = ε as demonstrated by the
dashed lines.
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Fig. 8: The double-decker construction [19]7 / 20



What is a deck function? Taken from [Băc+22]

• A deck function is a primitive type, the same concept as a block cipher

• It is hard to be distinguished from a random oracle
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What is a deck function? Taken from [Băc+22]

A deck function FK

Z = 0n + FK
(
X (1), . . . ,X (m)

)
� q

doubly extendable cryptographic keyed function

• input: K , and sequence of strings: X (1), . . . ,X (m)

• output: Potentially infinite output

• pseudo-random function of the input

• taking n bits starting from offset q
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What is a deck function? Taken from [Băc+22]

A deck function FK

Z = 0n + FK
(
X (1), . . . ,X (m)

)
� q

doubly extendable cryptographic keyed function

Efficient Incrementality, extendable input:

1 Compute Fk(X )

2 Compute Fk(X ;Y ): cost independent of X

Efficient Incrementality, extendable output:

1 Request n1 bits from offset 0

2 Request n2 bits from offset n1: cost independent of n1
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Mystrium

• Its non-linearity comes exclusively from:

- 32-bit integer multiplications

• Mystrium uses

- a keyed hash function called Multimix,

- and a newely proposed deck function named Xymmer

• Multimix is defined on top of Multimixer-128 [GED23]

- it takes a short key (256 bits) and can process:

any sequence of arbitrary length byte-strings

• It is highly efficient on software platforms

- w SIMD instructions
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Fig. 6: Speci�cation of
Mystrium

Algorithm 12: Encryption in Mystrium

Inputs : Plaintext P: Bytelen(P) > 128,
Tweak W: 0 < Bytelen(W) ≤ 63,
Key K: 32 ≤ Bytelen(K) ≤ 63

Output: Ciphertext C, same length as P
T← P[0:512]
U← P[512:1024]
V← P[1024:]
L← sint_inv8,64 (sint8,64(T) MultimixK(U))
R← U⊕XymmerK(W; L || V)� 0
X← L⊕XymmerK(W; R)� 0
Z← V⊕XymmerK(W; R)� 512
Y← sint_inv8,64(sint8,64(R) MultimixK(X || Z))
C← X || Y || Z
return C

� M : the total amount of input and output of construction queries expressed
in the number of 256-bit blocks,

� q: the number of construction queries,
� qW: the number of construction queries for a given tweak W.

Claim. The advantage of an adversary in distinguishing Mystrium, where K is
sampled from a distribution with min-entropy 256-bits and M ≤ 2128, from a
randomly chosen wide tweakable block cipher is upper bounded by

q2 +
∑

W q
2
W

2127
+

N

2254
.

Since
∑

W qW = q, it follows that
q2+

∑
W q2W

2127 ≤ q2

2126 . Thus the distinguishing
advantage for Mystrium is dominated by the term q2/2126, a signi�cant im-
provement over the claimed security bound of Adiantum, which is dominated by
q2/2104 [10, Theorem 1, Section 6.4].

9 Implementation and benchmarks

The Cryptography Extensions including dedicated AES instructions were in-
troduced for the �rst time as part of the ARMv8-A architecture. However, a
substantial number of low-end devices, such as smartphones aimed at develop-
ing markets and smartwatches, still have CPUs that lack these extensions. To
address this gap, Adiantum, a wide tweakable block cipher, has been introduced
yielding satisfactory performance on such platforms.

We wrote optimized code for Multimixer-128, G512[r], Xymmer, Mystrium,
and Maskgenκ() on the 32-bit ARMv7 Cortex-A processors. While designing
them we had Advanced SIMD (ASIMD) instruction set in mind to optimize the
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Multimix

• Multimix is defined on top of Multimixer-128 [GED23]

• Multimixer-128 is a parallel keyed hash function [FRD23; Gho+23]

- it is ε-∆universal with ε = 2−127

4 Multimixer-128: Universal Keyed Hashing Based on Integer Multiplication

M0 M1 M|M|−2 M|M|−1

K0 K1 K|M|−2 K|M|−1

f f f f

. . .

. . .

h

Figure 1: The parallelization Parallel [f ] adapted from [FRD23].

3 Parallel Universal Hashing
The parallelization of a public function to build key-then-hash function is described in
Algorithm 1 and depicted in Figure 1 [GFAD23]. The construction takes as parameters a
public function f : G→ G′ and a maximum string length κ. The inputs to the construction
are a key K ∈ Gκ and a string M ∈ BS(G, κ). The construction returns a digest h ∈ G′.

Algorithm 1: The parallelization Parallel [f ] [GFAD23]
Parameters : A public function f : G→ G′ and a maximum string length κ
Inputs : A key K ∈ Gκ and a message M ∈ BS(G, κ)
Output : A digest h ∈ G′

X←M + K
h← 0
for i← 0 to |M| − 1 do

h← h + f(Xi)
end
return h

Given any public function f , its parallelization is the key-then-hash function denoted
as Parallel [f ]. The key space of Parallel [f ] is Gκ and as such we assume the existence of
long keys with independent key blocks. This is a commonly made assumption and other
keyed hash functions including NHT also require long keys. In fact such a long key can
be precomputed from a short secret key by any Pseudorandom generator (PRG) and this
computation has to be made only when a change of key is required.

The universality of Parallel [f ] is upper-bounded by the propagation probabilities of
the underlying fixed length function f , which are defined as follows.

A differential defined over f is the tuple (A, ∆), where A ∈ G/{0} is called the input
difference and ∆ ∈ G′ is called the output difference. We now remind the reader of
differential probability of a differential over fixed-length public functions.

Definition 3 (Differential probability). Let f : G → G′ be a public function. The
differential probability of a differential (A, ∆) of f , denoted as DPf (A, ∆), is:

DPf (A, ∆) = #{X ∈ G | f(X + A)− f(X) = ∆}
#G

.

We say that input difference A propagates to output difference ∆ with probability
DPf (A, ∆).
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Multimixer-128

• The public function of Multimixer-128 is called F-128

• xi and yi are 32-bit integers

• It is highly efficient on software platforms with SIMD instructions

- which compute 32-bit integer multiplications efficiently
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Our Deck function: Xymmer

• Xymmer structure is inspired by Farfalle [Ber+16]

• Compression uses Multimix, arbitrary length input to a 512-bit state

• The state is then expanded to an output bit-string of arbitrary length
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by repeated additions of A respectively. In the ARMv7-A architecture, we can
only store constants smaller than 256 with minimal cost. Our choice of A = 251
is a good choice with respect to the attacks discussed in Section 7.3.

After addition by Enc(i), the internal state is input to a transformation that
we denote as FF[6] and that is speci�ed in Algorithm 10. In short, FF[6] applies
G512[6] to its input and returns the bitwise addition modulo 2 of the binary
representation of its input and the G512[6] output.

Algorithm 10: The transformation FF[6] (q)

Inputs : A vector q ∈
(
Z/232Z

)16
Output : A binary string z ∈ {0, 1}512

q′ ← G512[6](q)
z← sint_inv16,32(q)⊕ sint_inv16,32(q

′)
return z

We describe Xymmer in Algorithm 11 and illustrate it in Fig. 5.
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Fig. 5: Deck function Xymmer

6.3 Security Claim

We make a security claim that expresses an upper bound on the advantage of
distinguishing Xymmer with a secret key from a random oracle. The security of
Xymmer is limited by the ε-universality of Multimix in the compression phase
and by the generic security of Kirby with a 512-bit state in a single-user setting
for the expansion phase.
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Our Deck function: Xymmer

• Expansion makes use of the Kirby construction [LBD23]

• It allows efficient incremental computing [Dae+18]

• As the compression phase, the expansion phase also supports parallelism.
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Xymmer, Expansion Phase

• We designed a public permutation:

- G512[6] :
(
Z/232Z

)16 →
(
Z/232Z

)16

with 6 Feistel rounds

• qi are 4 32-bit words

• non-linearity comes from:

- 32-bit integer multiplication

• For L we apply a 4× 4 circulant matrix
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Algorithm 5: The public permutation G512
Inputs : A vector q = (q0, q1, . . . , q15) ∈

(
Z/232Z

)16

Output : A vector z = (z0, z1, . . . , z15) ∈
(
Z/232Z

)16

for i← 0 to 3 do qi ← q[4i : 4i+ 4]
d← 64to324(q0 × q1)
for i← 0 to 7 do xi ← di � q8+i
for i← 0 to 3 do

z2i ← x2i � x(2i+4) mod 8 � x(2i+5) mod 8

z2i+1 ← x2i+1 � x(2i+4) mod 8 � x(2i+5) mod 8

end

for i← 0 to 7 do zi+8 ← qi
return z




q0 q4 q8 q12
q1 q5 q9 q13
q2 q6 q10 q14
q3 q7 q11 q15



G512−→




z0 z4 q0 q4
z1 z5 q1 q5
z2 z6 q2 q6
z3 z7 q3 q7


 .

(1)

� 64to324() ��
L

x1
x0

q0 q1 q2 q3

z0 z1 q0 q1

Fig. 1: G512, one round of G512[r]

We use 32-bit multiplication as the source of non-linearity in G512 and �rst
compute 32-bit multiplication between elements of q0 and q1 component wise.
Each of these products is a 64-bit integer, that we interpret as a pair of 32-
bit integers: d = 64to324(q0 × q1). We then compute x0 = q2 � d[0 : 4] =
(x0, x1, x2, x3) and x1 = q3 � d[4 : 8] = (x4, x5, x6, x7).

We �nally apply a linear transform L on x = (x0,x1), where L consists of
an application of a 4× 4 circulant matrix to distinct components of x:




1 0 1 1
0 1 1 1
1 1 1 0
1 1 0 1


 ·




x0
x1
x4
x5


 =




z0
z1
z4
z5


 and




1 0 1 1
0 1 1 1
1 1 1 0
1 1 0 1


 ·




x2
x3
x6
x7


 =




z2
z3
z6
z7


 .

Instead of applying the circulant matrices simply to the columns x0 and x1, our
choice allows more e�cient implementation while resulting in the same di�usion.
These matrices are very similar to the circulant matrix employed in Multimixer-
128 and branch number [13] of these matrices is 4.

4 Avalanche tests of G512[r]

Criteria such as full di�usion, avalanche, and strict avalanche criterion (SAC) [31]
are commonly used by cryptographers to estimate the vulnerability of a reduced-
round cryptographic function to attacks. A function satis�es SAC if whenever


1 0 1 1

0 1 1 1

1 1 1 0

1 1 0 1

 ·

x0

x1

x4

x5

 =


z0

z1

z4

z5

 and


1 0 1 1

0 1 1 1

1 1 1 0

1 1 0 1

 ·

x2

x3

x6

x7

 =


z2

z3

z6

z7

 .

- similar to circulant matrix used in F-128 [GED23] with branch number 4
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Avalanche

• How G512[r ] realizes the avalanche criteria through the rounds?

- we use avalanche probability vector defined in [Dae+18]

• For a cryptographic function F , we calculate Pi ,j

- probability that output bit of F in position i flips due to flip in input bit j

• We depict Pi ,j matrix as a 2-D figure:

6 P. Amiri Eliasi et al.

one of the input bits changes, each bit in the output changes with a probability
close to 1/2, where the probability is taken over a large and random sample.
These criteria are binary, meaning that they are either met or not. Therefore,
one usually reports the number of rounds required to satisfy them. Here we
use the avalanche probability vector de�ned in [11] because we are interested in
�guring out how G512[r] realizes the avalanche criteria through the rounds.

We describe the avalanche test in Appendix A, Algorithm 15. Concretely, for
a cryptographic function F , we calculate a vector PFδ where the ith entry reports
the probability taken over the sample that the i-th output bit �ips under F due
to the input di�erence δ (taken bitwise modulo 2). We then build a matrix VF

with i-th column PFδi , where δi is the binary vector with a 1 in the i-th position
and 0 elsewhere. To detect small biases we take M = 25.000.000 samples.

We depict VG512[r] as a 2-D �gure in Fig. 2. It shows how G512[r] realizes
avalanche through the rounds for r = 1, 2, 3, 4. In this �gure input and output
indices are on the x and y axes respectively. The gray-scale value in pixel (x, y)
shows the probability of changing the output bit at index y when the input bit in
index x is changed, where white color corresponds to probability of zero and black
color represents probability of one. We further explain Fig. 2 in Appendix B.

(a) G512[1] (b) G512[2] (c) G512[3] (d) G512[4]

Fig. 2: The avalanche probability matrix VG512[r]

It can be seen that after 3 rounds, some output bits are still independent
of certain input bits. After 4 rounds, VG512[4] is uniformly gray, suggesting that
if one bit changes in the input, each output bit changes with a probability of
close to one half. To verify the divergence from 1/2 of the entries of VG512[4],
we compute the cumulative distribution function (CDF) of its elements and
compare it with the expected distribution for a random mapping in Fig. 3. With
a sample size of 25.000.000, the latter distribution would have mean 1/2 and
standard deviation 1/2

√
25.000.000 = 1/10.000. These lines overlap and thus,

we cannot distinguish the CDF of VG512[4] from that of a random mapping.

5 Multimix

Multimixer-128 is an example of a parallel keyed hash function [15, 18, 17]. It

is the parallelization of the public function F-128:
(
Z/232Z

)8 →
(
Z/264Z

)8

• More analysis are done
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Kirby

• The expansion phase of Xymmer is

- uses Kirby construction [LBD23]

- with the 512-bit P = G512[6]

• It achieves 256 bits of security

- in the ideal permutation model,

- its inputs form a prefix-free set

• Efficient on platforms with limited

resources

Mystrium: Wide Block Encryption E�cient on Entry-Level Processors 11

by repeated additions of A respectively. In the ARMv7-A architecture, we can
only store constants smaller than 256 with minimal cost. Our choice of A = 251
is a good choice with respect to the attacks discussed in Section 7.3.

After addition by Enc(i), the internal state is input to a transformation that
we denote as FF[6] and that is speci�ed in Algorithm 10. In short, FF[6] applies
G512[6] to its input and returns the bitwise addition modulo 2 of the binary
representation of its input and the G512[6] output.

Algorithm 10: The transformation FF[6] (q)

Inputs : A vector q ∈
(
Z/232Z

)16
Output : A binary string z ∈ {0, 1}512

q′ ← G512[6](q)
z← sint_inv16,32(q)⊕ sint_inv16,32(q

′)
return z

We describe Xymmer in Algorithm 11 and illustrate it in Fig. 5.

M|M|−1

K|M|−1
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...
...

...

...
...M1

K1

� F-128

M0

K0

� F-128

64to328()

q(0) q(1) q(2)

Enc(32)

� G512[6] ⊕

Enc(32)

� G512[6] ⊕ · · ·

⊕

⊕

⊕

⊕

⊕

⊕

Enc(31)

�

Enc(1)

�

Enc(0)

�

Enc(31)

�

Enc(1)

�

Enc(0)

�

q(1,0)

q(1,1)

q(1,31)

G512[6]

G512[6]

G512[6]

q(2,0)

q(2,1)

q(2,31)

G512[6]

G512[6]

G512[6]

z(1,0)

z(1,1)

z(1,31) z(2,31)

z(2,1)

z(2,0)

Fig. 5: Deck function Xymmer

6.3 Security Claim

We make a security claim that expresses an upper bound on the advantage of
distinguishing Xymmer with a secret key from a random oracle. The security of
Xymmer is limited by the ε-universality of Multimix in the compression phase
and by the generic security of Kirby with a 512-bit state in a single-user setting
for the expansion phase.
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Mystrium vs. Adiantum: Security Claim

Distinguishing advantage bound for the deck-based wide block cipher modes:

2AdvXymmer(σ) +
∑

W

2AdvMultimix(qW , σW )

- qW : number of queries with tweak W

- σ: total data complexity, σW : data complexity with tweak
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Distinguishing advantage bound for the deck-based wide block cipher modes:

2AdvXymmer(σ) +
∑

W

2AdvMultimix(qW , σW )

- AdvXymmer =
q2

2128︸︷︷︸
Collision at digest of Multimix

+
N

2256︸︷︷︸
Exhaustive key search

- short key of 256 bits is used.

- N: amount of computations, number of evaluations of G512[6]

- AdvMultimix =
1

2127︸︷︷︸
Adv. of Multimixer

(qw
2

)
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Mystrium vs. Adiantum: Security Claim

Distinguishing advantage bound for the deck-based wide block cipher modes:

2AdvXymmer(σ) +
∑

W

2AdvMultimix(qW , σW )

- qW : number of queries with tweak W

- σ: total data complexity, σW : data complexity with tweak

AdvMystrium = 2
(

q2

2128 + N
2256

)
+
∑

W 2
(

1
2127

(qw
2

))

= 2−127(q2 +
∑

W q2
w ) + N

2255
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Mystrium vs. Adiantum: Security Claim – Cont’d

Distinguishing advantage bound quadratic in queries, linear in message/tweak length:

=


3(2−128) + 2−103 ·max

(
1 +

⌊
lT

128

⌋
, 2
⌊

(lM−128)
8192

⌋)

︸ ︷︷ ︸
ε in ε-∆universality of Adiantum hashing



(
q

2

)

+ Advsc
SKS

(
q + 1, 256 + 8832 + q(lM − 128), t ′

)
︸ ︷︷ ︸

distinguishing advantage of XChaCha12

+ Adv±prp
EKE

(
q, t ′

)
︸ ︷︷ ︸

distinguishing advantage of AES-256

- q: number of queries, lM and lT maximum lengths of message and tweak
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Implementation and Benchmarking

• We wrote optimized code on the 32-bit ARMv7 Cortex-A processors.

- for Multimixer-128, G512[6], Xymmer, and Mystrium,

• These processors lack cryptography extensions, including AES instructions

• We used Advanced SIMD instruction set in implementation and design.

• Benchmarking is done on a Raspberry Pi 2 model B single-board computer in

cycles per byte (cpbs)

18 P. Amiri Eliasi et al.

performance and e�ciency of the computations and at the same time minimally
impacting power consumption. Here we used the NEON vector instruction set
that is available on the ARM Cortex-A7 processor in the Broadcom BCM2836
chipset used in the Raspberry Pi 2 model B single-board computer. NEON vec-
tor operations are designed to simultaneously process multiple data elements of
identical size and type within vectors. These data types, which can be signed/un-
signed 8-bit, 16-bit, 32-bit, 64-bit, are determined by what is referred to as the
arrangement speci�er. The NEON vector operations used in the implementations
work on data elements of the size of 32-bit, as our input words in the design are
de�ned with the same length.

Our performance evaluation was primarily focused on 4096-byte messages,
although we also conducted tests on 512-byte messages and other message sizes.
In fact the reason behind selecting these special sizes of message is that that
512-byte disk sectors were standard until the shift to Advanced Format in 2010,
with modern large-capacity hard drives and �ash drives now predominantly using
4096-byte sectors. In Linux systems, the standard page and �le system allocation
unit size is also 4096 bytes.

For comparative analysis, Mystrium was evaluated against Adiantum. Table 1
reports the benchmarking results. Mask derivation in not taken into account
in the benchmarking of Adiantum. Thus we benchmark Mystrium with and
without taking mask derivation into account. We employed the most e�cient
constant-time implementations available1 or developed for the platform, with
performance-critical sections predominantly written in assembly language, often
utilizing NEON instructions.

Algorithm Input length in bytes
512 4096

Mystrium including mask derivation 13.121 9.766

Mystrium 9.969 6.765

Adiantum-XChaCha8-AES (ENC)a 17.032 9.652

Adiantum-XChaCha12-AES (ENC)a 19.401 11.559

Adiantum-XChaCha20-AES (ENC)a 24.862 15.871
a mask derivation is not included in the benchmarking.

Table 1: Performance on ARM Cortex-A7 in cycles per byte.

In Fig. 7 (top), we report on the number of cycles required for computations
in Xymmer with 32 bytes of input and various output sizes. Both axes are
presented on a base-2 logarithmic scale. The blue curve denotes the empirical
benchmark results, exhibiting a linear gradual increase in cycles per number of
output bytes. The red line represents the theoretical model, where the number
of cycles is predicted to increase by a constant, namely base-2 logarithm of 3. It
can be seen that for outputs larger than 210 the empirical benchmarking closely
follows the theoretical model. Fig. 7 (bottom) presents a similar analysis, this

1 https://github.com/google/adiantum/tree/master
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Xymmer Performance

• Deck functions can also be used in modes to build

- encryption, authenticated encryption, and authentication schemes

• So, Xymmer is of independent interest.

Mystrium: Wide Block Encryption E�cient on Entry-Level Processors 19

time correlating the number of cycles to the input byte size on a logarithmic
scale when the output of Xymmer is 64 bytes. The slope of the theoretical line
is log2 1.3.

Fig. 7: Benchmarking of Xymmer. Number of cycles plotted against varying out-
put sizes for a single block input (top) and input sizes for a single block output
(bottom) measured in bytes.

Software implementations can be found at https://anonymous.4open.

science/r/Mystrium-3C00.

10 Conclusion

We propose a tweakable wide block cipher, called Mystrium, that is very e�cient
on software. Mystrium outperforms the state of the art Adiantum, designed for
similar platforms, in both security and e�ciency. In order to build Mystrium,
we design a deck function called Xymmer that is also very fast on software and
is of independent interest. We conduct preliminary cryptanalysis on Xymmer.
As future work, it would be interesting to conduct a more �ne-grained security
analysis of Xymmer.
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As future work, it would be interesting to conduct a more �ne-grained security
analysis of Xymmer.

Thank you for your attention!
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